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Description 


HARVEST was constructed to generate landscape patterns that have spatial attributes resulting from the initial landscape conditions and potential timber harvest activities. The model does not attempt to optimize timber a number of features that allow simulation of decisions typically made by forest managers. It production or quality, but produces a stochastic implementation of broad management decisions, and incorporates is important to remember that HARVEST was designed to allow comparison of the impacts of broad management strategies on forest spatial pattern over large spatial areas, and not for more detailed, stand-specific decisions.


Timber harvest allocations are made using a digital stand map where grid-cell values reflect the age (in years) of each stand. The model allows control of the size distribution of harvest size, where each harvest allocation has a size randomly drawn from a normal distribution whose mean and standard deviation are provided as input to the model. Also input to the model are the total area of forest to be harvested, and the rotation length (as given by the minimum value on the input forest age map where harvests can be allocated). An ASCII file is produced on the first run of HARVEST in which is recorded an integer code for each stand treated during that model run. This file can be used on subsequent runs to control how HARVEST allocates in stands already treated during a previous run. This file is the link between successive model runs, and represents institutional memory of previous management activity.


The two algorithms for determining the spatial dispersion of allocations built into the model are a random dispersion and a group selection dispersion, where stands to be treated by group selection are randomly located, and openings (groups of trees) within those stands are randomly dispersed. The user can use the ASCII file of previously allocated stands to force HARVEST to revisit group selection stands at the appropriate interval. The model also allows control of buffers to be left between harvests, and between harvests and non-forest habitats.


HARVEST was written in FORTRAN by:


Eric Gustafson


USDA Forest Service


North Central Forest Experiment Station


Forestry Sciences Laboratory5985 Highway K


Rhinelander, WI 54501


ericgus@newnorth.net


tel. (715) 362-1152 FAX: (715) 362-1166


Version 4.1 can be run without ERDAS software. 


A utility program is provided that converts text file maps into ERDAS format for HARVEST, and converts the ERDAS output files back into text files. Export maps from other raster GIS systems as text files before using the utility program.








Preparation 


HARVEST requires up to 3 input GIS map layers: a forest age map, a map of stand ID numbers derived from the forest age map, and an optional land use / land cover map layer.  The land cover map is only needed if you will specify a different harvest size distribution whenever HARVEST encounters a second forest type (e.g., conifer).


Before running HARVEST you must prepare the input forest age GIS map. This can be done by importing an existing digital forest age map or by digitizing from a hard copy map.


This forest age map may be further modified to exclude certain portions of the map (e.g. exclusion of land in other ownerships, or exclusion of areas in different management units.) Separate GIS layers containing these boundaries can be used to generate a forest age map that excludes stands outside the area to be harvested (by setting the GIS class to zero) using the map algebra or overlay functions of your GIS. Independent runs of HARVEST on different portions of a larger map may be used to simulate different management strategies on different portions of the landscape. These separate output maps may later be mosaicked or overlayed.


To simulate a specific time period of management activity, a copy of the input map is made by HARVEST, adding a user specified offset (value added to each non-zero pixel value) to simulate the increase in forest ages during the time period represented by the model run. For example, if one run of HARVEST represents 10 years of management activity, then each non-zero pixel has 10 added to it. This process is completed during initialization of the output map.


Harvest allocation pixels generated by HARVEST are assigned a GIS class value of 1 in the output file. Should an offset of zero be specified, you might want to recode any 1's in the input map to some other unique value before running HARVEST, so they can be distinguished from allocations produced by HARVEST. They can later be recoded back to their original value, or some other appropriate value.


A map of stand ID numbers must be produced from the forest age map by using the clumping function of your GIS. An existing stand ID map may be used if it has the same extent and resolution as the forest age map, and each stand ID value is a unique integer <3000. This map of stand IDs is used unchanged throughout a simulation of multiple time periods.


HARVEST allows you to (optionally) specify a different size distribution of harvests for up to one additional specific land cover type (for example, conifer). You must prepare a land cover map that (minimally) includes the pixels of the class to be treated differently. This map must have the same extent and resolution as the input forest age map.








Operation 


1) Enter filename of input forest age map:


Type the filename of the GIS forest age map to be used as the base map.


The root name of this file will be used to create a log file (with a .log extension) in which is recorded all input parameters, the random number seed used, and any run-time messages.


2) Enter filename of output harvest allocation map:


Type the filename of the output map that will contain the harvest allocations.


3) Enter name of file containing stand treatment codes:


Type the filename of the ASCII file containing the stand ID numbers of harvests allocated during this and any previous model runs. If the file does not already exist, it will be created. If it does exist, it will be used (and updated) without any further messages.


4) Enter filename of forest stand ID map: 


Type the filename of the stand ID map.


5) Do you wish harvests to be clumped (group selection)? (Y/N):


Y= Yes, implement the group selection spatial dispersion algorithm. The current version does not prohibit group selection in any forest types.  If any types should not be group selected, recode them to zero in the input age map. Proceed to question (6).


N= No, do not implement group selection. Implement the random spatial dispersion algorithm. Each harvest is located independently, using randomly generated x,y coordinates. Proceed to question (8).


6) Generate stand locations or Look up (G/L):


G= Generate. Determine stands to be allocated to group selection using randomly generated x,y coordinates. These stands will be recorded in the 'stands allocated' ASCII file.


L= Look up. Determine stands to be allocated by looking in the 'stands allocated' ASCII file. HARVEST will allocate to stands with a specific 'treatment code' (specified in question 21) found in the 'stands allocated' ASCII file. The stands are allocated in numerical order by stand ID. If HARVEST runs out of stands in the 'stands allocated' ASCII file before reaching the target harvest level, it will begin generating new stands.


7) Enter proportion to be cut in group-selected stands:


Enter a number between 0.0 and 1.0. On each entry into a group-selected stand, HARVEST will compute the number of pixels (N) to cut in the stand by:


N = NINT(A * p)


where A = the area of the stand (calculated by HARVEST), and p = the proportion entered. The user must ensure that re-entries occur by specifying the "treatment code" (question 21) during model runs representing the proper re-entry dates (see example).


8) Will you specify different harvest sizes for 2 forest types? (Y/N):


Y= Yes, prompt me for harvest parameters for 2 distinct forest types.  This option will require a third input map containing the location of cells of the second type.  Proceed to question (9).


N= No, do not prompt me for harvest parameters for 2 distinct forest types.  A land cover map will not be required.  Proceed to question (10).


9) Enter filename of landuse map:


Type the filename of the land use map that contains the land cover data.


10) Enter offset value to recode input file (0-245):


This integer value will be added to the GIS value of each non-zero pixel in the input map before allocations begin. This value represents the simulated number of years that elapse during the model run. Since values in the output file greater than 255 will produce a 16-bit file that requires twice the disk space of an 8-bit file, HARVEST clips values >255.


11) Enter average harvest size for primary forest type (in pixels):


This value represents the mean size of harvest allocations in the primary forest type. Convert units of area to number of pixels, and enter that value here. Decimal values are allowed.


12) Enter average harvest size for secondary forest type (in pixels):


This value represents the mean size of harvest allocations in the second forest type. Decimal values are allowed. Not asked if one forest type was requested, or if group selection was specified.


13) Enter standard deviation of primary forest harvest size (in pixels):


This value is used to specify the width of the normal distribution of harvest sizes generated for the primary land cover type. If you know the actual standard deviation in harvest size, convert to number of pixels and enter that value here. Decimal values are allowed.


To force all harvests to be the same size, specify 0.0.


14) Enter standard deviation of secondary forest harvest size (in pixels):


This value is used to specify the width of the normal distribution of harvest sizes generated for the second forest type. Decimal values are allowed. Not asked if one forest type was requested, or if group selection was specified.


15) Enter total area to be harvested:


Convert the total area to be harvested to number of pixels, and enter here. This value must be an integer (decimal values will be truncated to an integer.) HARVEST will terminate when this number of pixels has been allocated. You may not define separate totals for the two land cover types; this total represents all pixels allocated to harvest during this model run.


16) Enter minimum allowable harvest size:


Specify the minimum number of pixels that can constitute a valid allocation. This prevents allocations that are smaller than this size from being written to the output file or counted in the total number of pixels allocated. Examples of situations where this might occur are 1) HARVEST attempting to allocate a harvest on a forest island that is too small to accommodate the size selected; 2) HARVEST has almost reached the total number of pixels to be allocated, and the next allocation will be terminated at a small size when that total is actually reached.


17) Enter maximum harvest size for primary forest type:


Specify the maximum number of pixels that can be allocated to a single harvest in the primary land cover type. This feature may truncate the right tail of the size distribution.


18) Enter maximum harvest size for secondary forest type:


Specify the maximum number of pixels that can be allocated to a single harvest in the second land cover type. Not asked if one forest type was requested, or if group selection was specified.


19) Enter GIS class value of secondary forest type:


Enter the GIS class value of the second land cover type so that HARVEST can identify those stands. Not asked if one forest type was requested, or if group selection was specified.


20) Enter minimum GIS class value where harvest is allowed:


HARVEST will not allocate pixels where the input map has a value less than the value entered here. This represents the rotation length for timber allocation modeling since the GIS class values represent forest ages. Since the input map is immediately recoded by an offset (see discussion in "Preparation" and question 6), the offset value should be added to the desired rotation length and entered here. Other applications of HARVEST can use this feature to achieve other modeling objectives.


21) Enter maximum GIS class value where harvest is allowed:


HARVEST will not allocate pixels where the input map has a value greater than the value entered here. This might represent old-growth that is removed from the timber base since the GIS class represents forest ages. Again, the offset value should be added to the desired age and entered here. Other applications of HARVEST can use this feature to achieve other modeling objectives.


22) Enter "treatment code" for harvests allocated in this run:


Enter a value between 0 - 255 inclusive that will be written to the ASCII file to identify the stands that are allocated during the run. When the "Lookup" option is invoked during a group selection model run, HARVEST will examine the ASCII file and allocate group cuts to the stands having the "treatment code" value specified here, as assigned during a previous run. If HARVEST runs out of stands in the 'stands allocated' ASCII file before reaching the target harvest level, it will begin generating new stands. The ASCII file is not human-readable.


23) Enter minimum "treatment code" where harvest is allowed:


Enter a value between 0 - 255. No stands with a "treatment code" smaller than this value will be allocated. (Stands that have not been allocated in any model run have no "treatment code" assigned, and can be allocated at any time. This feature allows the user to prevent stands allocated during certain model runs from being allocated during subsequent runs. For example, if group selection cuts have a "treatment code" of 1, and you wish to prevent the current treatment (say clearcuts) from being allocated in group stands, specify a minimum "previous treatment code" of 2.


24) Enter maximum "treatment code" where harvest is allowed:


Enter a value between 0 - 255. No stands with a "treatment code" greater than this value will be allocated. Using the previous example, if shelterwood cuts had a "treatment code" of 3, and clearcuts could be made in uncut portions of stands previously treated by the shelterwood method, you would specify a maximum "previous treatment code" of 3 during allocation of clearcuts. Thus, clearcuts could be allocated in stands previously treated by either clearcutting or shelterwood cutting. Note that forest age would still be a constraint on allocation.


25) Enter minimum distance between harvests (from 0-20 pixels):


HARVEST will not allocate pixels that are within a specified distance of harvests previously allocated in the current model run, or areas where harvests cannot be allocated (zero values in the input map). These zero value areas may be non-forest land use, streams, land in other ownerships, or land in other management units. Buffers are not left next to harvests allocated in previous model runs (age >1). Determine the width of the buffer you wish to be left around harvests, convert to number of pixels, and specify the number of pixels here. This value must be an integer. Large values will considerably slow processing time.


26) Force HARVEST to allocate a cut within a single stand? (Y/N): [Yes]:


Y= HARVEST will not allocate pixels on any stand ID value other than the one located at the x,y coordinate randomly generated for the center of the harvest. This forces HARVEST to allocate within a single stand. Should you wish to completely allocate stands as they are selected, use this option along with a mean harvest size larger than the largest stand, and HARVEST will fill the stands selected. This question is not asked if group selection specified, since groups are ONLY allocated within a single stand.


N= HARVEST will allocate pixels on any forest age value between the minimum and maximum values specified in questions 20 and 21. This means that allocations are not necessarily constrained by stand boundaries.


27) Enter maximum length or width of largest harvest expected (in pixels):


The harvest allocations are calculated using a portion of the input map that is loaded into an internal array. To speed processing of simulations of small harvests, HARVEST can optionally use only a portion of this array. The value entered here specifies the size of this array. A good rule of thumb is 4 times the square root of the value specified as the mean size of harvests (in pixels). Whenever HARVEST runs out of array space it will produce a message about how many pixels were truncated from the harvest being allocated. This may occasionally happen even when using the maximum value, due to highly irregular stand boundaries. The model will continue with no other adverse effects. You can decide if the model run should be aborted, and the array size value increased.


Note that the value entered must be an odd number.


The maximum allowed in the current version is 169.


28) Enter random number seed:


Enter an integer greater than zero and less than 2147483648.  If a zero is entered (or ENTER key pressed), the random number generator will be seeded using the system clock.








EXAMPLE OF SIMULATION USING HARVEST 


Management scenario to be simulated:


Group selection on a 90-year rotation, with 1 entry every 30 years, and 90 hectares (1000 pixels) cut per decade. On each entry into a group selection stand 1/6th (0.167) of the stand will be cut. Mean harvest size is 2.5 pixels, standard deviation is 0.6.


Shelterwood cutting occurs on a 120-year rotation, with 180 hectares (2000 pixels) cut per decade. Mean harvest size is 20 pixels in deciduous forest (standard deviation = 1.0), and 40 pixels in pine (standard deviation = 2.0). Maximum size allowed is 22 pixels in deciduous forest, and 44 pixels in pine. Set the minimum size to 8 pixels.


Clearcutting occurs on an 80-year rotation, with 270 hectares (3000 pixels) cut per decade. Mean harvest size is 35 pixels in deciduous forest (standard deviation = 5.0), and 35 pixels in pine (standard deviation = 5.0). Maximum size allowed is 44 pixels in deciduous forest, and 44 pixels in pine. Set the minimum size to 8 pixels.


For all harvests, leave a 1 pixel buffer, force HARVEST to allocate within stand boundaries, and do not constrain allocations by a maximum age. The GIS value for pine in the land cover map is 3. 


Simulations would be implemented in 1 decade intervals as follows:


1) Beginning with the forest age map of beginning conditions, simulate the first decade of group selection by using an offset of 10, generate stand locations, and specify a proportion of 0.167 to be cut in each stand. Use a "treatment code" of 1, which will represent group stands initiated in the first decade of the simulation. Minimum harvest size should be 1, minimum GIS value (rotation length) is 100 (since we used an offset of 10). Since the openings produced will be fairly small, specify a "maximum length or width of harvests expected" of 21. This will speed processing considerably.


2) We have now committed a number of stands to group selection, and produced a new forest age map that has these new openings incorporated into it. Before we simulate the next decade of group selection, the allocations to shelterwood and clearcuts need to be made. The new forest age map we just produced will be the input for the shelterwood allocations. Since we have already added 10 to the forest ages in the previous run, we will not do it again (offset = 0). Remember, we are still working on the first decade. Do not select group selection, and enter the shelterwood parameters given above [minimum GIS value (rotation length) here is 130 (120 plus 10, the offset used to initiate this decade of simulation)]. Use a "treatment code" of 4 for shelterwood. (We will later use a "treatment code" of 5 for clearcuts.) Since shelterwood treatments cannot be made in group selected stands, but can be made where shelterwood and clearcuts have been implemented in the past, we will use a minimum "treatment code" of 4 and a maximum "treatment code" of 5 for both shelterwood and clearcuts throughout the simulation. (Note that if HARVEST attempts to allocate in a stand previously treated by clearcut or shelterwood, recently cut pixels will be too young to be harvested, but pixels within the stand that were not harvested in the previous treatment would still be eligible for allocation.) Harvest size is larger than group cuts, and may become fairly irregular in shape, but there will not be as many of them, so we will use the "maximum length and width" allowed of 169.


3) To complete the first decade of simulation, allocate clearcut treatments. The map just produced by allocating shelterwood is the input map. Again, use an offset of zero, enter the clearcut parameters (minimum GIS value = 90), and use a "treatment code" of 5. Other parameters as in shelterwood. After this step we have produced three maps. The first two can be considered intermediate and deleted, since the last map also contains the allocations made during the first two steps. All cells allocated during these three runs will have a value of 1 in this third map.


A note on file names: it is helpful to include in each filename something that will tell you which decade and treatment the file represents, since you will generate many files. This will also help you to delete the correct files!


4) To simulate the second decade, we essentially repeat the process, keeping in mind that in this step it is too early to re-enter the group stands allocated in the first decade. So we generate new group stands (choosing the "Generate" option of group selection), using a "treatment code" of 2 to represent group stands initiated in the second decade of the simulation. Since we are now initiating a new decade, we use an offset of 10 in this run. All other parameters may or may not be the same as the first decade of group selection, depending on the management being simulated. If they are not the same, you must ensure that the values used during re-entry decades is the same as used to initiate those stands.


5) Shelterwood and clearcuts repeat steps 2 and 3 exactly, although management parameters may be varied without creating complications.


6) Decade 3 will be a repeat of the steps for decade 2, except the "treatment code" for group selection is 3, to represent group stands initiated in the third decade of the simulation.


7) In decade 4, it is time to re-enter the group-selection stands initiated in decade 1. After specifying group selection, choose the "Look up" option. This causes HARVEST to read the ASCII file for stand ID's having the "treatment code" specified in question 21. You will specify a "treatment code" of 1 so that the stands initiated in decade 1 will be re-entered now. Use the same total area harvested value used in decade one. If you give a higher value, there will not be enough stands available from decade 1 to fulfill your request, and some new group-selected stands will be generated. If the value is too low, some of the stands will not be re-visited.


8) Shelterwood and clearcuts repeat steps 2 and 3.


9) Decades 5 and 6 are similar to decade 4. To re-enter group selection stands initiated in decade 2, use a "treatment code" of 2, and to re-enter group selection stands initiated in decade 3, use a "treatment code" of 3. Shelterwood and clearcuts repeat steps 2 and 3.


10) Decade 7 will be the third entry into stands initiated in decade 1, decade 8 the third entry into stands initiated in decade 2, etc. After one rotation (in this case 9 decades), you could continue to "look up" the stands (group selection in perpetuity), or "generate" new stands. It is possible to then allow shelterwood and clearcuts in stands formerly group selected by using a "minimum treatment code" of 1 when allocating shelterwood and clearcuts.


It is quite helpful to set up these simulations by creating script files containing values for the HARVEST prompts normally entered from the keyboard. This allows simulations to be run as batch jobs. Since there is a lot of keyboard entry, this will allow you to check your entries for errors, edit them if necessary, and allows you to replicate or make changes to your simulations easily. Each line of the script file would contain what you would type in response a HARVEST prompt, in the order in which HARVEST asks them. If your script file was named 'decade1.scr', you would invoke HARVEST by typing (at the system prompt): harvest < decade1.scr. HARVEST would then read the input parameters from the script file. 


